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“Big Data” is data sets that are so
voluminous and complex that
traditional data processing
application software are inadequate
to deal with them

It is characterized by sheer volume
and variety of data generated by or
obtained from different sources.

Data must be stored, processed and
updated with advanced tools
(analytics and algorithms) to reveal
meaningful information.

This is where the challenge lies.
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Big Data Processing

Timely and cost-effective analytics over “Big Data” is necessary to obtain
crucial insight in many domains

There is a need for large-scale data processing framework

A popular large-scale parallel processing framework is MapReduce

MapReduce is an abstract framework which offers

simple programming interface with two functions - Map and Reduce
load balancing, elastic scalability and fault tolerance

+ Objective: Propose methods which “speed up” MapReduce
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MapReduce Logic: An Example

Top-level unit of work in MapReduce is a job
A job has atleast one Map and one Reduce task
Job/Workload - characterized by the application (like sorting, searching,
Machine-learning algorithms etc) and input data size



Hadoop can work with clusters built
from commodity hardware

Main components - Hadoop
Distributed File System (HDFS)
and MapReduce

Cluster has the master-slave node
architecture

Small clusters typically have only
one master node, while large
clusters have multiple master nodes

Hadoop Cluster Architecture



Hadoop Performance

Attributes: Fault tolerant, built-in redundancy (via replication), moves
computation to data and is highly scalable, but

Not a high-performance solution: requires proper cluster design and
performance tuning

Performance of Hadoop can be improved by

1 Designing better job scheduling algorithms and/or by

2 Tweaking Hadoop job parameters
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Hadoop Parameters

150+ inter-related parameters, where 25 of them significantly impact job
performance (e.g., dfs.block.size determines the HDFS input data block size)

Default values when used, result in a poor performance - execution time of
job is high

One configuration does not fit all workloads ! - Jobs can be CPU-bound,
memory-bound or I/O-bound (or a mix of all)

We propose a simulation-based optimization method to find optimal
parameter values for different workloads; one which leads to a reduction in
job execution times
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Simulation-based Optimization

+ Aim: Optimize the execution time f(·) of Hadoop jobs. This is a function of
the Hadoop job parameters, denoted as θ = (θ1, . . . , θn) ∈ Rn

But, what is the analytical form of the function f(·)?

Traditional optimization algorithms like for e.g., gradient descent, Newton
descent methods work when the analytical form of the function is known !

It is difficult to characterize the analytical form of the execution time of jobs
based on the parameter values
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Simulation-based Optimization

Setting:

System/simulator can be queried to
get sample performance values f for
given θ or a simulator

Algorithm runs over multiple
iterations

The parameter θ to be “tried” in
the current iteration is computed
using the previous performance
values
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P

aram
eter

θ
n

P
er

fo
rm

an
ce
f
(θ

n
)Algorithm

Simulation Optimization

θn = h(f(θ1), . . . , f(θn−1))

Figure: Optimization via feedback

Need to design the function h(·) so that θ → θ∗



Bottlenecks in Parameter Tuning

What are the requirements of such an algorithm that minimizes execution time of
jobs ?

Cross-parameter dependencies: Need a technique to take into account
inter-related parameters (e.g., θi and θj are inter-related) and still be able to
provide a set of optimal parameters

Curse-of-dimensionality: Number of iterations required to reach θ∗

Noisy outputs: Random noise in the measurements of system performance -
i.e., we may get f(θn) + χn as feedback, where χn ∈ R

Solution:
Compute the gradient of f for a given θ - this measures the cross-parameter
relation

Design algorithm where number of iterations are independent of the number
of parameters
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Notation

1 θ ∈ X ⊂ Rn - Tunable parameter.

2 Let x ∈ Rn be any vector, then x(i) denotes its ith co-ordinate, i.e.,
x = (x(1), . . . , x(n)).

3 Let f : X → R and f(θ) - Denotes performance of the system for parameter
θ (here, execution time of a Hadoop job)

4 ∇f(θ) = ( ∂f
∂θ(1) , . . . ,

∂f
∂θ(n) ) is the gradient of the function, and ∂f

∂θ(i) is the

partial derivative of f with respect to θ(i).

5 ei ∈ Rn is the standard n-dimensional unit vector with 1 in the ith

co-ordinate and 0 elsewhere.

Assumptions:

1 X is assumed to be a compact and convex subset of Rn

2 f is a smooth and differentiable function of θ



Simultaneous Perturbation Gradient Estimate

All the co-ordinates of the parameter vector θ are “perturbed”
simultaneously using a perturbation vector ∆

For any i 6= j, 1 ≤ i, j ≤ n, ∆(i) and ∆(j) are zero-mean, independent
random variables, which have bounded inverse moment
e.g., ∆(i) ∈ {+1,−1} with Pr(∆(i) = ±1) = 1

2 , thus ∆ ∈ {+1,−1}n

We get execution time f of job with the perturbed parameters θ ± c∆, using
which gradient is estimated as

∇̂fθ(i) =
f(θ + c∆)− f(θ − c∆)

2c∆(i)

Computation of this estimate requires only 2 values of f



Simultaneous Perturbation Stochastic Approximation
(SPSA)

The observations of f(·) have random noise

Actual gradient estimate is

∇̂fθ(i) =
f(θ + c∆)− f(θ − c∆)

2c∆(i)
+ noise

SPSA is an iterative method. At iteration n, the gradient estimate is

∇̂fnθ (i) =
f(θn + cn∆n)− f(θn − cn∆n)

2cn∆n(i)
+ noise

Parameter θn is updated as

θn+1(i) = θn(i)− αn ∇̂fnθ (i)



Stochastic Approximation (SA)

cn should be chosen such that cn → 0 as n→∞
In order to filter out the noise, the “step-size schedule” {αn} should satisfy
the conditions:

∞∑
n=0

an =∞
∞∑
n=0

an
2 <∞

These conditions are required to ensure that the algorithm does not converge
to a non-optimal parameter and the noise asymptotically vanishes

With these conditions on an and cn, it can be shown that θn → θ∗, which is
locally optimal. i.e., f(θ∗) is a locally optimal execution time of workload

θ∗

θ0

θ1

θ2

θ3

Figure: Noisy Gradient scheme
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Cluster Setup and Benchmarks

In our experiments, we chose 11 parameters which impact memory allocation and
control the number of Map and Reduce tasks created (e.g., mapred.reduce.tasks,
io.sort.spill.percent etc)
Cluster configuration: 25 nodes (Spec: 8 core (2.5 GHz) Intel Xeon E3 + 3.5 TB
HDD + 16 GB RAM). Nodes connected via a Gigabit network
Benchmarks:

Terasort: Takes as input a text data file and sorts it

Bigram: Counts all unique sets of two consecutive words in a set of
documents

Inverted Indexing: Generates word-to-document indexing from a list of
documents

Grep: searches for a particular pattern in the input data

Word Co-occurrence: Counts two words that appear in the same scope (e.g.,
sentence, paragraph, section, document, etc.).

Input Data Size: 30-100GB (Terasort), 2-5GB (Bigram), 2-4GB (Word
Co-occurrence), 2-8 GB (Inverted Index)



SPSA Algorithm to Tune Hadoop Parameters

Algorithm 1 SPSA Hadoop Parameter Tuning Algorithm

Let initial parameter setting be θ0 ∈ X ⊂ R11

OPTIMIZATION PHASE
for n = 1, 2 . . . , N do

Generate a random perturbation vector ∆n ∈ {+1,−1}11.
Observe the performance of system f(θn ± c∆n).
Compute the gradient estimate:

∇̂fn(i) = f(θn+c∆n)−f(θn−c∆n)
2×c∆n(i) .

Update the parameter in the negative gradient direction:
θn+1(i) = Γ

(
θn(i)− αn∇̂fn(i))

end for
return θN+1



Convergence of SPSA based method
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Figure: Convergence in Grep (22GB)
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Performance Evaluation

Terasort (100GB) Inverted Index (8GB) Word Co-occurrence (4GB)
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Comparison of SPSA based method with Starfish and Default Setting (Hadoop v1)

Prior methods: Starfish [Herodotos et al., 2013], Profiling and Performance
Analysis-based System (PPABS) [S. Gokhale et al., 2014] , MapReduce Online
Performance Tuning (MROOnline) [Min Li et al.,2015]



Performance Evaluation

Terasort (50GB) Inverted Index (4GB) Bigram (2GB) Word Co-occurrence (2GB)
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Conclusion

We developed Hadoop performance tuning method by adapting SPSA
algorithm

This iterative scheme utilizes the execution time of workloads under perturbed
parameter configurations to compute the gradient estimate of performance

The parameter values are updated using the gradient estimate

Reduction in execution times - Hadoop/Hive workloads exhibit improved
performance when parameters are tuned using SPSA



Future Work

SPSA based method can be used for other platforms such as Apache Spark

Develop an online scheme for Hadoop performance optimization

We would like to explore Bayesian Optimization for this problem and provide
performance guarantees on the regret



Thank You
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Optimization Phase

Input data split: Depends on block
size Bs of HDFS

A map task is spawned for each of
the splits

Number of map tasks that can run
in parallel at a given time is upper
bounded by the total map slots (m)
available in the cluster

Hadoop runs one “wave” of map
tasks followed by subsequent waves

SPSA needs to capture the
dependencies between two waves of
map jobs

Partial Data Size: 2×Bs ×m



Convergence Conditions

SPSA algorithm will converge under the following conditions:

C1 : an, cn > 0 ∀n; an → 0, cn → 0 as n→∞;
∞∑
n=0

an =∞;

∞∑
n=0

(
an
cn

)2

<∞.

C2 :‖θn‖ <∞ ∀n.

C3 : E[M2
n] < α0; E[(f(θn ± cn∆n))

2
] < α1; E[∆−2

n,i] < α2

1 ≤ i ≤ n; α0, α1, α2 > 0, ∀n.

Under conditions (C1)-(C3), θn → θ∗, almost surely. [Spall, 92]



Cluster Size Changes - More

Hadoop is generally provided as a service on the cloud - e.g., Amazon Web
Services (AWS), Microsoft Azure

These services provide option to scale up or scale down the number of nodes
in the cluster

SPSA optimized parameters are optimal for different cluster configurations
when the memory configuration of nodes does not vary

Scaling up (or scaling down) the cluster size will decrease (or increase) the
number of map waves



Results

Terasort (50GB) Inverted Index (2GB) Bigram (2GB) Word Co-occurrence (2GB)
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