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1. Introduction  
 
The performance of processors has increased dramatically over the past twenty years. Main 
memories, on the other hand, have increased in capacity, but without matching reductions in 
latencies. However, using memory hierarchy and other latency hiding techniques rapid increase 
in processor performance has been achieved. 

In current processors with paged virtual memory, the Memory Management Unit (MMU) 
has the unenviable task of translating application virtual addresses into physical addresses. 
Associated with increased data set size, is an increased pressure on the processor MMU and in 
particular on the Translation Lookaside Buffer (TLB). TLB is becoming the main component of 
critical path in processor performance. Increasingly, TLB misses are becoming a significant 
component of program execution. Hence, address translation using the Translation Lookaside 
Buffer is one of the most critical operations in determining the delivered performance of CPU. 
To achieve higher performance, it is essential to speed up the TLB miss handling as it is one of 
the most frequently executed kernel service. TLB miss handling has been shown to constitute as 
much as 40% of execution time. One approach to improve delivered performance of TLB is to 
preload/prefetch the TLB entries to hide some or all of the miss costs.  

In this work, we evaluate the performance of three TLB prefetching (also known as TLB 
preloading) techniques namely Sequential Prefetching, Recency-based TLB prefetching and 
Distance Prefetching using some of the SPEC CPU 2000 benchmarks. 

2. Prefetching Mechanisms 
 
In this section, we describe the TLB prefetching techniques stated above. 

2.1 Sequential Prefetching (SP): 

 
Sequential prefetching is a stride based prefetching technique. This means that, it captures 
strided reference patterns using less history. This mechanism tries to exploit the sequentiality of 
references and prefetches the previous and next page table entries based on the current reference. 
Since several variations of this technique have been proposed, we will concentrate on the most 
representative and effective one, called tagged sequential prefetching. 

On a TLB miss, if the translation also misses in the prefetch buffer, the corresponding 
page table entry is demand fetched. At the same time, two prefetches are initiated for the next 
and previous virtual page translations (stride=1) from the page table and will be placed in the 
prefetch buffer. The CPU resumes as soon as the demand page translation arrives. 



In case of a prefetch buffer hit, CPU is given back the translation and it resumes. The 
corresponding entry is moved to the TLB, and two prefetches are initiated corresponding to this 
translation in the background. 

2.2 Recency based Prefetching (RP): 

  
This is the first technique that has been proposed for TLB prefetching. This mechanism works on 
the principle that pages referenced at around the same time in the past will also be referenced at 
around the same time in the future. That is, after a given TLB miss the required translation for 
the next TLB miss will most likely have the same Recency. A LRU stack of page table entries is 
used to implement this. To build the LRU stack which maintains the temporal ordering, a doubly 
linked list is used with each element representing a page translation. The LRU stack thus 
maintains a logical ordering of accesses, such that the most recent translations are at the top and 
the least recent are at the bottom. In particular, at every stage in the above process, the top k 
elements of the stack represent the k most recently referenced addresses.  

With the doubly linked list structure, any entry in the table can be removed and placed in 
O(1) time. The only manipulation of the stack that occurs is the removal of an element from an 
arbitrary position in the stack to place into the TLB, all elements with lower Recency values 
being propagated down the stack. All elements with higher Recency values maintain their 
position. This requires simple pointer manipulation. To implement this, the data structure 
holding an individual Page Table Entry (PTE) (or virtual to physical translation) is augmented 
with simple previous and next pointers with which the LRU stack is constructed. 

The actual value of Recency is not required because of LRU stack. LRU stack maintains 
entries with increasing value of Recency. So whenever a page entry is fetched on miss, entry just 
below it in the stack is prefetched into the prefetch buffer in the background. It should be noted 
that prefetched buffer is kept different from actual TLB and searched in parallel. 

2.3 Distance Prefetching (DP): 

 
Since only repetitions in addresses can effect a prefetch for RP, they take a while to learn a 
pattern. Space required for this history based implementation is also quite large. Distance 
Prefetching (DP) tries to solve this problem. The DP mechanism can be viewed as trying to 
detect many of the patterns that RP can accommodate, while benefiting from the 
regularity/strided behavior of an execution with the help of some more complex hardware. If 
there is so much regularity that SP can do very well, then DP will take only as much space as SP. 
This is an advantage considering that RP need considerable space even to capture sequential 
scans. DP tries to keep track of stride (i.e. distance) between successive addresses. The 
prediction table maintained by DP consists of a distance tag, and s slots for predicted distances. 
Each entry in prediction table is indexed by distance. So if the reference stream is 1, 2, 4, 5, 7, 8, 
10, 11, 13.... then the table will be 

distance  predicted distance 
1    2 
2    1 

So whenever the current distance in the access pattern is 1, an entry with distance 2 will 
be predicted and prefetched in the background. This scheme works for all accesses (both hit and 
miss), rather than only on miss like RP, but prefetching is done only in case of a miss. The 



number of entries in predicted distance i.e. s may be more than one. For evaluation purposes, we 
have kept s=2.  

3. IMPLEMENTATION 
  
We have implemented above three TLB prefetching techniques using the SimpleScalar 
Simulator, a freeware that emulates the Alpha, PISA, ARM and x86 instruction sets. We have 
modified certain modules of the SimpleScalar Simulator code to implement these prefetching 
mechanisms. Specifically, we have modified the modules that implement the cache and memory 
subsystems. Here, we briefly discuss how TLBs are implemented in the SimpleScalar Simulator, 
later we discuss modifications that are required to be made for implementing the TLB 
prefetching techniques. 

TLB implementation in SimpleScalar Simulator: 

1. The TLB is implemented as a cache; all modules of cache are also applicable to TLB. 
2. Highly associative caches are maintained as hash-table, with pointers to maintain LRU 

stack within each set. 
3. Three replacement policies are supported by the cache module:  

a) LRU  b)  FIFO    c) Random 
4. Prefetching is not supported. 
5. The function cache_create() is used to create an instance of cache. The arguments to this 

function are cache parameters such as the cache name, cache size, block size, 
associativity, hit latency etc. 

6. The function cache_access() simulates the accesses to the cache and returns the     
latency of the operation. 

Modifications to Implement TLB Prefetching Techniques: 

1. The cache module is modified to contain a prefetch buffer. The LRU stack is still 
maintained for fully associative prefetch buffer, and a highly associative buffer is 
implemented as hash table for efficiency purposes. 

2. We have added three additional replacement policies namely: 
(i) Distance   (ii) Recency   (iii) Sequential  

3. The existing three schemes namely FIFO, Random and LRU do not perform any 
prefetching while the newly added three schemes do prefetching. 

4. The cache_access( ) function is modified to search prefetch buffer on a TLB miss and do 
prefetching in case of miss in prefetch buffer also. 

4. RESULTS 
 

The following graphs show the performance results of the above three prefetching schemes. The 
three mechanisms are compared in terms of prediction accuracy, the metric suggested for 
measuring the performance of the prefetching scheme. Prediction accuracy is defined as 



percentage of TLB misses that hit the prefetch buffer. It should be noted that Recency-based 
prefetching scheme prefetches only one entry on TLB miss while the other two schemes prefetch 
two entries. We have also taken the readings for different sizes of TLB and different prefetch 
buffer sizes.  

In Fig. 1, TLB is fully associative while in Fig. 2 it is four way set associative.  Fig. 3 to 6 
show effect of prefetch buffer size. For these readings, we have kept TLB configuration as fully 
associative with 128 entries. 
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  Fig. 1       Fig. 2 

Effect of Prefetch Buffer Size on Art
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  Fig. 3       Fig. 4  

 

Effect of Prefetch Buffer Size on Gzip
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  Fig. 5       Fig. 6 



5. CONCLUSIONS 

 
Prefetching mechanisms usually try to detect strided behavior (e.g. Sequential Prefetching) or 
history based behavior (e.g. Recency-based TLB prefetching) to make their predictions. With the 
former, one can make good predictions with very little space, whenever there are regular 
reference patterns. However it may not do a good job when there is no such regularity. History 
based predictions can do a better job than the stride based schemes, although they have 
associated higher storage costs, when the previous references give a good indication of what to 
expect next.  

As the results of our experiment show, the Distance Prefetching scheme outperforms the 
other two schemes namely Recency-based prefetching and Sequential Prefetching. For the SPEC 
benchmarks art and gzip, the performance of the Recency-based scheme is poor because of the 
time it takes to learn the patterns. For applications such as facerec, gcc and galgel all three 
schemes give quite good prediction accuracy. The prefetch buffer size has visible effect on the 
prediction accuracy only in case of facerec. 
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