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Goals 

   

To get the Signature and track the retransmissions of a Web Server.  

 

To write a Scanning tool to determine the type of the Machine based on 
experiments on measuring an inflexible parameter.   

Obtaining Signature And Tracking Retransmissions of a Web Server 

 

The TCP/IP protocol is implemented in the Kernel of the Operating System. The stack 
implementation is as shown below. 

 

In order to track the number of retries we can open a TCP connection to the Web Server 
and then break the connection midway and observe the number of retries. However on 



closing the connection, the kernel sends a RESET back to the other end, as it has detected 
that the socket has been closed and we are unable to track the retries.  

So we try another approach. Consider that the source address is 110.0.0.10: 8000 and the 
remote host address is 20.0.0.12 with port 5555. We open a RAW TCP Socket and send a 
SYN packet to the remote host with which we wish to establish a TCP connection. 
However when the other party responds with a SYN + ACK, the packet is also received 
by the TCP/IP stack in the kernel. Since the Kernel has no knowledge of a connection 
open at port 8000 at the local host, it sends a RESET (RST) back to the other side. The 
other side on receiving a RESET (RST) does not respond to any further packets sent by 
the local host.  
Thus we need to devise a mechanism by which we can somehow prevent the packets 
from the remote host and destined for port 8000 on the local host from being processed 
by the kernel stack. At the same time, the packets should be made available to the user 
level process so that it can respond to the received packets appropriately and establish the 
connection. 
Thus we modify our design as shown in the figure below.  

  

We use the Packet Capture library libpcap to capture the packets from the ethernet 
interface directly and pass it on up to the application process. We can achieve this by 
setting the BPF filter to pass (capture) packets for a particular source port and destination 
port. In our case, since we want to receive packets from the remote host, we can specify 
the port numbers as    

source port = remote host port   
destination port = local host port.  

Thus we can receive the packets with this port pair combination and pass it on to the 
application process.  



However the Kernel TCP/IP Stack still sees these packets and since it does not have 
knowledge of the local host port 8000, it sends a RESET (RST) back to the remote host 
which subsequently terminates the connection.  

How do we prevent the kernel TCP/IP stack from processing our packets?  

To achieve this we can install some kind of firewall to cause the kernel to drop our 
packets. However, since we are using the pcap library to capture the packets the packets 
are still made available to the application process. To implement this firewall we make 
use of the ipchains utility available in LINUX. The command we use to set the firewall is 
given in the Appendix A.  

Thus the design now appears as shown.   

  

Thus the libpcap filter will pass our packets to the application process and the kernel 
stack will drop our packets. However, the packets that are destined for the other ports will 
not be captured by the libpcap interface. Rather these packets shall be passed to the 
kernel TCP/IP stack which will pass them on to the appropriate process as the firewall is 
configured to tell the kernel to drop only our packets, and not any of the other one.    

Thus we have set up the system to establish a TCP connection using RAW sockets in a 
manner transparent to the Kernel’s TCP/IP stack. Now we can perform the three-way 
handshake with a Web Server to establish a TCP connection and close the connection 



midway to track the number of retries. From the obtained results we can also get the 
signature of the Web Server. The results for this are shown in Appendix A.   

Inflexible Parameters in the Implementation of TCP

  
The parameters of IP and TCP that are not exportable through the sysctl interface are: 

 
TCP_LHTABLE_SIZE = 32 

This is for listening sockets. This is the hash table size. 

 

TCP_SYNQ_INTERVAL  (HZ/5) 
This is the period of SYNACK timer. 

 

TCP_DELACK_MAX  ((unsigned)(HZ/5)) 
Maximal time to delay before sending an ACK  

 

TCP_DELACK_MIN 
Minimal time to delay before sending an ACK. 

 

TCP_SYNQ_HSIZE          512       

 

CONF_SEND_RETRIES       6        
Send six requests per open Size of SYNACK hash table. 
This is for RARP/DHCP/BOOTP protocols.  

Scanning Tool to determine the type of the Machine

  

Background: 
If network congestion occurs, there might be some packet losses. As TCP retransmits lost 
packets, the congestion problem gets worse and worse. Consequently, if congestion 
occurs, packet retransmission should be delayed. In other words, the transmission delay 
in between 2 packets has to increase. 
This mechanism is specified by TCP, but RFC 793 does not impose any algorithm to 
compute the acknowledgement delays, it just suggests one.  

The Algorithm that is used to implement this differs. Some implementations are  

 

While a packet is being retransmitted 
 retransmission_timeout = d * old_retransmission_timeout 
Where d=2  

 

Retransmission_timeout  = d* round_trip_time 
Where d=2 

 

Recent implementations use a variance based computation 
temp= ((1-n) * old_temp) + n* (|old_round_trip_time - measured round      
trip_time|) 

                                          retransmission_timeout=round_trip_time + m * temp  

Where m=4, n=1/4  



Packet retransmission offers a pattern that can be analyzed from a remote host. To 
observe such patterns we must force the target IP stack in a non standard situation, so that 
timeout values will be reached.  

TCP parameter used 

  
The parameter that is used here is 
#define TCP_TIMEOUT_INIT ((unsigned)(3*HZ)) 
This parameter defines the initial retransmission timeout for the system. The value of HZ 
and the constant it is multiplied with to get this initial value are different for different 
operating systems. 
Also retransmission time is gradually increased. In linux, it is defined as  
tp->rto = min(tp->rto << 1, TCP_RTO_MAX); 
This shows each time rto is doubled. While in other OS(specifically Windows) it is 
exponential.   

Implementation

 

To achieve this we can simulate a congestion situation. First try to establish a connection 
by transmitting a SYN packet to the remote host and then do not send ACK in response 
to a SYN + ACK received from the other side. The setup that was developed for the 
previous problem can be used to achieve this. 
This would cause the remote host to retransmit the SYN+ACK packet again. By 
measuring the delay between packet retransmissions, it is possible to get information 
about target behavior. 
If every operating system has its own behavior, then it is possible to obtain a signature. 
Comparing the target operating system fingerprint and the Operating System typical 
fingerprint the target operating system can be determined. Further new operating system 
signature can be recorded and then associated to the operating system. Thus whenever 
this pattern is observed later, the fingerprint file can be cross referenced to determine the 
type of the Operating System.  
Experimental Analysis on known systems does show different patterns for different 
operating systems. The fingerprinting references for different Operating Systems were 
obtained from [1].  
Thus we use the setup (design) of problem 1 and sent a SYN packet and keep quiet. Then 
we analyze the retransmissions from the other side. The figure given below illustrates the 
idea. 

We have also wr it e a pr ogr am t o det ect OS based on init ial 
window size. I n linux a f unct ion tcp_select_initial_window 
determines initial window. 



   

Figure: SYN + ACK Retransmissions. The retransmission timeouts are used to 
fingerprint the Operating System. 
Conclusions:

  

The technique is very sensitive to network delay. However since the technique uses the 
difference between the retransmitted packets, if the network delay is constant for all the 
retransmitted packets then correct results are obtained. However if the network delay is 
variable due to congestion, the time intervals would be different than expected. Thus the 
OS fingerprinting technique would fail. 
But this is not a significant problem as the tests can be performed when the load on the 
network is low. At such times, the packet delays will be constant and hence the tool 
performs as expected. We tried the tool on machines in SERC and the results shown in 
Appendix B show the tool performs accurately in detecting the Operating System.    
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